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Abstract
Redundant task allocation with majority voting is a common technique for result verification in grid computing. The technique fails though in cases where a majority of colluding
clients returns collectively the same incorrect result. We therefore propose a mechanism that
tries to identify collectives of colluding clients. The mechanism bases on the observation that
in all cases where colluders succeed, they are together in the majority whereas all the honest
clients are together in the minority. By looking at this “correlation” in voting-outcomes of
any two clients we can estimate whether they are both malicious, both honest, or one is
malicious and one is honest. This allows us to partition the set of all clients into clusters
containing the malicious clients and clusters containing the honest clients. To substantiate
the functioning of the proposed mechanism, we theoretically show that for specific collusion
strategies the correlation of two clients actually is a good indicator for them having the same
or different attitudes (honest/malicious).
Keywords: volunteer computing, grid computing, redundant task allocation, collusion,
correlation.
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Introduction

Currently volunteer computing platforms solve huge computational tasks by combining the computing power voluntarily offered by a large number of client computers [7, 1, 4]. The computations are coordinated by a server that distributes small subtasks, the so called workunits,
to the clients, and collects the results. Clients can use their free CPU cycles to compute the
allocated subtasks so that they have no disadvantage when participating in such a distributed
computation.
As the client machines are not under the control of the server, the server cannot be sure
whether a returned result is actually correct or not. Clients may return incorrect results as
they either fail due to overclocking or software errors1 [16], or because they are (destructively)
malicious. Therefore, a mechanism is required that checks the correctness of results without
recomputing all the tasks. For specific computations, checksums can be used to make the verification of a result much cheaper than the computation itself was; however, no such mechanism
is known for general computations [9]. Two general approaches have been proposed instead:
spot-checking [13] and redundant task allocation.
In spot-checking, a certain ratio of the received results is verified by recomputation; as soon as
an incorrect result is found, the respective client is blacklisted and all unverified results received
1

If the client source code is publicly available (for compilation on different platforms), code modifications for
speed-up and recompilations might cause software errors [11].
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from him are deleted. Variants of this approach have been proposed that reduce the ratio of
spot-checking when clients are trusted more [19, 15]. Spot-checking has the disadvantage that
many workunits need to be finished until enough faulty clients are identified and blacklisted to
get a good error rate [10].
In redundant task allocation, which is used for example in SETI@home [1], a workunit is
requested from at least 3 clients redundantly. The result that is returned the most often is
accepted as correct (majority voting). One major drawback of redundant task allocation is the
possibility of collusion: if the majority in a voting consists of malicious clients, and these clients
collude, i.e. they all return the same incorrect answer, this incorrect answer stays undetected.
In this work we address the problem of how to detect groups of clients that collude.
A mechanism to detect collusion was proposed by Silaghi et al. [14]. Their mechanism
successfully detects malicious clients that return incorrect results with some probability p. The
mechanism does not detect more sophisticated clients, e.g. those that behave honestly and try
to collude only if they know that they are going to win a voting.
To overcome this limitation, we propose a different mechanism for collusion detection in grid
settings. The mechanism takes into account how often two clients are together in a majority
or a minority of a voting. This bases on the idea that collusion is only possible if the colluders
in a voting return the same incorrect result. But then all colluders will be together in the
majority of this voting – and all honest clients will be together in the minority. We show
that this correlation in the outcomes of two clients is an indicator for the fact that both are
malicious or both are honest. Given this information, the set containing all clients of the system
is partitioned into clusters where each cluster consists, in the best case, exclusively of malicious
or of honest clients. We will show that this mechanism will also work, under most conditions,
for sophisticated colluders.
The remaining paper is organized as follows. In Sect. 2 we describe which types of colluding
behavior we are addressing. In Sect. 3 we theoretically analyze how much the correlation in
outcomes of two clients tells us about their attitude. In Sect. 4 we explain the two techniques
that we will need in Sect. 5 for the mechanism for collusion detection in grid settings. In Sect.
6 we conclude our work and point to future work.

2

Collusion Models

For this work, we assume that malicious clients try to palm incorrect answers off on the server by
means of collusion without being identified as colluders. Reasons for malicious behavior may be
the saving of resources (by returning random results) or a destructive motivation of the clients.
The mechanism we propose is aimed at the following three models of colluders:
Unconditional colluders A colluder tries always to collude, i.e. in each time he is involved
in a voting he returns the same incorrect result as other colluders in this voting.
Conditional colluders A colluder returns the same incorrect result as the other colluders
only if they know that more than half of the clients involved in the voting are colluders.
Otherwise they return the correct result.
Camouflage colluders The malicious clients behave maliciously (either unconditional or conditional) with some probability pb and honest otherwise in order to appear honest. A
camouflage colluder with a low probability pb is in general harder to detect, but also
harms less.
For making a theoretical analysis feasible, we assume that a client does never change its
attitude (honest/malicious) and a malicious client does never change its strategy (uncondi4

tional/conditional). Also, for simplicity reasons no clients enter or leave the system under
investigation.
In [9, 17] mechanisms were proposed that prevent malicious behavior of clients by making it
unprofitable for them to act maliciously. These approaches always assume that clients want to
maximize some (financial) profit and act rational on this score. However, in systems where clients
participate voluntarily “rational behavior” cannot be globally defined. But also in commercial
settings, clients may be maliciously destructive and act without any “rationality”. Therefore,
game-theoretic analysis and mechanism design are inapplicable here.
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Minority and Coincidence Probabilities

In this section we examine whether we can distinguish colluding clients from honest clients only
by looking at how much their outcomes in votings correlate. More precisely, we want to know,
given two clients were in thousands of votings always both in the majority or both in the minority
(and never in different groups), how likely it is that exactly one of them is a colluder.
First we define what it means to be in a majority/minority of a voting, introduce some useful
notation and give some notes.
Definition 1 (Majority and Minority) The majority of a voting is the strictly largest group
of clients that returned identical results in the voting. If there is no such group, then there is
no majority. All clients that do not belong to the majority, and only those clients, belong to the
minority.
Notation. We will write 5 to denote the set of clients that belong to the majority of a specific
voting and 4 to denote the set of clients that belong to the minority in the same voting (see
also Table 4 in the Appendix). From Def. 1 we have: 5 ∩ 4 = ∅.
We will sometimes call the set containing all the clients in the system population. We will
use the word “malicious” synonymous for “colluding” because we are only looking at malicious
clients that try to collude. We call honest clients that return an incorrect result also honest&incorrect clients and honest clients that return correct results honest&correct clients. Table
1 shows all parameters used for plotting minority and coincidence probabilities.

m
pm
pf
pb

3.1

Table 1: Parameters for minority and coincidence probabilities
redundancy parameter (m > 1): the same workunit is requested 2m − 1 times.
fraction of colluders in the population.
the probability with which a honest client fails and returns an incorrect result.
the probability with which a camouflage colluder mixes malicious with honest behavior.

Minority probabilities

Before we look at the correlated outcomes of two clients, we investigate in this section how
much the minority probability of a single client tells us about the client being malicious or not.
With minority probability we mean the probability that a client is in the minority of a voting,
assuming that all other clients of the voting have been picked randomly from the population. If
the minority probability of a malicious client differs significantly from the minority probability of
a honest client, an observed minority probability could be used to figure out a client’s attitude.
For detailed calculations of minority probabilities please see Appendix A.1.
5

Figure 1: Single client minority probabilities with pf = 0.0034 and m = 2.
Fig. 1 shows for all possible fractions of malicious clients pm the minority probabilities for
unconditional colluders, conditional colluders, and honest clients with a realistic average failure
rate pf = 0.0034 (see [10] for details). It becomes clear that minority probabilities are good
identification marks for unconditional colluders as long as the fraction of malicious clients pm is
not around 0.5. However, the figure also reveals that minority probabilities cannot be used to
identify conditional colluders for small pm . But also for larger pm , malicious clients can alternate
their behavior with unconditional behavior such that they have the same minority probability
as honest clients. These findings corresponds with those in [14] where a similar approach as the
minority probability of a client was used for identification of its attitude.
Figure 2 depicts the minority probabilities of honest and malicious clients for an unrealistic
high failure rate pf . This pf was chosen to point out how the minority probabilities change for
increasing pf . In this case, conditional colluders could be distinguished from honest clients for
small pm . But again they can alternate their behavior with the unconditional behavior such
that they have the same minority probability as honest clients – and become indistinguishable
from them (maybe not possible for pm around 0.4).
Overall we can say that minority probabilities are not a sufficient indicator for malicious
behavior.

3.2

Coincidence probabilities

In this section, we examine how much the coincidence probabilities pa⇔b of a pair of clients a
and b tells us about their attitude (honest/malicious). With coincidence probability we mean
the probability that both clients are together in the minority or together in the majority. In
Appendix A.2 it is shown how the coincidence probabilities can be calculated for the different
colluding strategies described in Sect. 2. In the following we plot these formulas for specific
parameters and interpret the figures. As failure rates pf of the honest clients we will use as
before pf = 0.0034 which is the average case according to [10] or pf = 0.0335 which can be seen
as upper bound.
As we will see in Sect. 5, the mechanism tries to partition malicious and honest clients into
clusters containing either honest or malicious clients. Then the case of a being malicious and b be6

Figure 2: Single client minority probabilities for pf = 0.1 and m = 2.

ing honest (or vice versa), i.e. the case of two clients in different clusters, will be used as decisive
criterion for clustering. Therefore, it would be desirable to distinct the malicious&honest-case
from the other two cases. This is best possible if the probability for the malicious&honest case
lies clearly below (or above) the probabilities of the other two cases – we can assign pairs with
the lowest (highest) probability to different clusters. We will find that this is the case in most
settings. It will become clear, the more colluders of the considered models collude, the better
they are identifiable. So, in order to be less identifiable malicious clients have to collude less
which implies they are less harmful.

3.2.1

Case 1: Unconditional collusion

As shown in Fig. 3, in the case of unconditional collusion the probability for the malicious&honest-case is clearly below the other two probabilities. So, a clear clustering of the clients will
be possible. We chose the upper bound failure rate pf = 0.0335 here, as for smaller pf it is even
more evident.

3.2.2

Case 2: Conditional collusion

Fig. 4 shows that also for sophisticated conditional colluders a clear clustering is possible as
soon as a certain percentage of colluders tries to collude. Only if there are less than ca. 0.003%
of colluders, a clustering would fail.
Fig. 5 shows the same plot as Fig. 4 but now for m = 3. The curve for the malicious&honest
case changes its shape which effects that pm must be higher than in the case of m = 2 to make
a clear clustering possible. This tells us that we can expect better results for m = 2 than for
m = 3.
As shown in Fig. 6, if the failure rate pf increases, more colluders can stay undetected. So,
for high pf more colluders can stay undetected.
7

Figure 3: Coincidence probabilities for unconditional collusion, pf = 0.0335 and m = 2.

Figure 4: Coincidence probabilities for conditional collusion, pf = 0.0034 and m=2.
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Figure 5: Coincidence probabilities for conditional collusion, pf = 0.0034 and m=3.

Figure 6: Coincidence probabilities for conditional collusion, pf = 0.0335 and m = 2.
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Figure 7: Coincidence probabilities for unconditional camouflage, pm = 0.05, pf = 0.0034 and
m = 2.
3.2.3

Case 3: Unconditional camouflage collusion

Fig. 7 shows the case of unconditional camouflage collusion for varying pb . To understand this
figure better, look at pb = 1 which is the same as the coincidence probability for unconditional
collusion at point pm = 0.05 shown in Fig. 3 (but now for pf = 0.0034). In unconditional camouflage the case malicious&malicious cannot easily be distinguished from the malicious&honest
case for pb smaller than circa 0.5. However, pairs of honest clients we be identifiable and can be
put into one cluster. All others Therefore, the graph clustering method2 determines in this case
whether the collusion detection works or not.
3.2.4

Case 4: Conditional camouflage collusion

Figures 8 to 10 show that for average and high failure rates and pm > 0.03, conditional camouflage does not help colluders to hide themselves. Only in the case of very hew colluders, e.g.
pm = 0.001 (as shown in Fig. 11), the mechanism will fail to detect the colluders. But again,
very small pm means very small success probability.
We can conclude that as soon as pm (and/or pb ) is above some low threshold, our mechanism
is able to detect malicious clients of any collusion model investigated here.

4

Correlation and graph clustering for collusion detection

In the following two sections we present the tools that are needed for the collusion detection
mechanism which is presented later in Sect. 5. First, we explain how we will measure the level
of correlation of the outcomes of two agents. Even though the empirical correlation coefficient
seems suitable for this task, we show in Sect. 4.1 why this coefficient cannot be used in our
case. Instead we show in Sect. 4.2 how to use the beta distribution to estimate the probability
of correlated outcomes. After that the technique of graph clustering is outlined in Sect. 4.3.
2

See Sect. 4.3.
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Figure 8: Coincidence probabilities for conditional camouflage, pm = 0.05, pf = 0.0034 and
m = 2.

Figure 9: Coincidence probabilities for conditional camouflage, pm = 0.05, pf = 0.0335 and
m = 2.
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Figure 10: Coincidence probabilities for conditional camouflage, pm = 0.1, pf = 0.0034 and
m = 2.

Figure 11: Coincidence probabilities for conditional camouflage, pm = 0.001, pf = 0.0034 and
m = 2.
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Table 2: Counting the coincidences for votings where both a and b participate.
a∈5 a∈4
b∈5
#1
#2
b∈4
#3
#4

4.1

The correlation coefficient and why it cannot be used here

The correlation coefficient for two random variables indicates the strength and the direction of
the linear relationship between the two variables. This can be measured by a so called correlation
coefficient that takes values from −1 (perfect negative correlation) over 0 (no correlation) to 1
(perfect positive correlation). The higher the absolute value of the coefficient is, the more
two variables correlate. Whether the correlation coefficient is negative or positive specifies the
direction of the correlation, i.e. negative values mean that the variables behave converse, positive
values mean that they behave equally.
In our case, correlation will refer to how often two clients are in a minority or a majority of a voting at the same time, i.e. how often the outcomes of two agents in a voting are the same. Roughly speaking, if their outcomes are often the same, they correlate
positively (correlation > 0); if their outcomes are often different, they correlate negatively
(correlation < 0); and otherwise they do not correlate (correlation = 0). For a pair of clients
{a, b} we can count for all past votings, where both of them were involved, how often the clients
were together in the majority (5) or minority (4) or had different outcomes. This counting
results in a cross tabulation as shown in Table 2 which represents the joint distribution between
clients a and b. If for instance we would have counted #1 = #4 = 10 and #2 = #3 = 0, then
a and b would be positively correlated, for #1 = #4 = 0 and #2 = #3 = 10 they would be
negatively correlated and for #1 = #2 = #3 = #4 = 10 they would not be correlated.
The correlation coefficient of two random variables X and Y can be calculated by dividing
their covariance cov(X, Y ) by the product of their standard deviations σX and σY [18]. But in
our case we do not know the exact covariance between two variables X and Y , and we neither
know their actual standard deviations. We are given a set of observations as explained before
and, based on this set of observations, we can estimate the correlation between X and Y .
The best estimate of the correlation of X and Y on the basis of n simultaneous observations
{xi }ni=1 of X and {yi }ni=1 of Y is given by the empirical correlation coefficient 3 [18]:
n

1 X
r=
n−1
i=1



xi − X̄
sX



yi − Ȳ
sY


.

(1)

Where X̄ and Ȳ denote the sample
mean of X and Y respectively, and sX and sY the sample
q
1 Pn
standard deviation with sX = n−1 i=1 (xi − X̄)2 (sY analogously). Obviously, the empirical
correlation coefficient becomes more significant the more observations are given.
We can represent a client by a random variable that takes value 1 if the client is in a majority
and 0 if the client is in the minority. For a set of observations we can calculate the empirical
correlation coefficient of two clients. The empirical correlation coefficient should be a good
measure for correlated behavior. But we found that the empirical correlation coefficient has two
unwanted properties for the application in our case. First, it can only be calculated for standard
deviations greater than zero. In case at least one of two clients is always in the majority (or
in the minority), its variance is 0 and so the correlation coefficient is not defined. Second, for
extreme cases, the coefficient takes counterintuitive values in our case. For example, let us look
3

Also called the Pearson product-moment correlation coefficient named after Karl Pearson.
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Table 3: Counting the coincidences for votings where both a and b participate.
case
incremented counter
{a,b}
{a, b} ⊆ 5 ∨ {a, b} ⊆ 4
#1
{a,b}
{a, b} 6⊆ 5 ∧ {a, b} 6⊆ 4
#2
at the case with the values in Table 2 set to #1 = 100, #2 = #3 = 1 and #4 = 0, i.e. two clients
are almost always together in a majority, only twice in opposite groups (minority/majority and
majority/minority) and never together in the minority. What we want is a strong positive
correlation in this case, but we get r = −0.001. The reason for this is that the correlation
coefficient measures the linear relationship between two random variables. Graphically speaking
the correlation coefficient indicates whether a “good” regression line can be drawn for the samples
(for r > 0 with a positive slope and for r < 0 with a negative slope). So the case mentioned
above with #1 = 100 means a strong emphasis in only one point; then even small #2 and #3
have a strong impact on the correlation coefficient as they have a strong impact on the slope of
the regression line.
Therefore we will take another approach in the following to measure the correlation of two
clients. We will combine the cases #1 with #2 and #3 with #4 and estimate the coincidence
probability of two clients.

4.2

Coincidence probability as a measure for correlated behavior

We say that the behavior of two clients a and b correlates much if the probability is high that –
for votings where both a and b are involved – they are together in the minority (4) or majority
(5). As already said, we call this probability the coincidence probability. To estimate this
probability, we will count the cases where both are together in a voting and (1) they were
together in a minority/majority or (2) they were in different groups (See also Table 3). Note
that these are two distinct cases, i.e. case (1) and (2) cannot occur at the same time.
We show in Appendix 3.2 how to compute the probability pa⇔b that case (1) happens for a
given pair of clients (a, b) given it is known which attitude (malicious/honest) they have. Then
the observed coincidence probability for a number of n votings is given by a binomial distribution
with parameters pa⇔b and n (n Bernoulli trials with “success probability” pa⇔b ). Our estimation
{a,b}
is the other way around though. For a given number of votings n and observations #1
and
{a,b}
#2 , we want to estimate the coincidence probability of a and b. This is best estimated
with the beta distribution as it is the conjugate prior of the binomial distribution. The beta
distribution for parameters α and β is given by [12]:
f (p|α, β) = R 1
0

pα−1 (1 − p)β−1
xα−1 (1 − x)β−1 dx

{a,b}

.

(2)

{a,b}

As parameters we have to use α = #1
+ 1 and β = #2
+ 1 (see also [15]). Equation
(2) gives us a probability density function which is impractical for our purpose as we want to
measure the correlation in a single value. So we choose the estimated p̂a⇔b to be the expected
value of the beta distribution4 . The expected value of a beta distributed random variable X is
given by [12]:
E(X) =

α
.
α+β

4

(3)

We know well that we loose information at this point but this is important to make the mechanism proposed
later feasible.
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Figure 12: Clustered graph
In our case we have:
{a,b}

p̂a⇔b :=

#1
{a,b}
#1

+

+1

{a,b}
#2

.

(4)

+2

In Sect. 3 we have seen that pa⇔b is a good indicator for the fact that a and b are either both
malicious or both honest. Therefore, in Sect. 5 we compute p̂a⇔b for each pair of clients in the
system, and then try to partition the set of clients into clusters of honest and malicious clients
according to their coincidence probabilities p̂a⇔b .

4.3

Graph clustering

The problem of graph clustering can be formulated as follows. Given an undirected weighted
graph G = (V, E), where V is the set of vertices and E is the set of edges, partition the graph
such that similar vertices are in the same clusters and dissimilar vertices are in different clusters
(similarity is defined by some measure). Several methods to approach this problem have been
proposed in literature [5, 6, 8]. Usually, a sorted list is created that contains all edges ordered
in respect to some measure (e.g. the edge weight or the betweenness [2]). Then, successively
all edges are removed from this list and for each resulting clustering a score is computed that
reflects how much the graph fulfills some criterion (e.g. the modularity [3]). The clustering
that best fulfills the criterion is returned. Fig. 12 shows a graph optimally partitioned into two
clusters, where low edge weights indicate high similarity. In our case, clients are vertices and
each edge connecting two clients is weighted with 1 minus the coincidence probability of the two
clients. This way, two clients with high coincidence probability are more similar and therefore
more likely together in a cluster.

5

The Collusion-Detection Mechanism

Motivated by the theoretical findings from Sect. 3, we will now propose a mechanism for collusion
detection. We will discuss some aspects afterwards.

5.1

Procedure

The mechanism can be described informally as follows. The server delegates n workunits, each
with redundancy 2m − 1. So for each workunit a voting with 2m − 1 many clients is conducted.
Now, for each pair of clients {a, b} the server counts in how many votings, where both a and
b were involved, they were together in the minority/majority or not (see also Table 3). These
counters are used to calculate the coincidence probabilities of the clients (see Sect. 4.2 for
details). The server builds an undirected graph where the clients are the vertices and the
coincidence probabilities are the edge weights. The graph is clustered into two clusters using
15

graph clustering (see Sect. 4.3). Finally, the server has to decide which cluster is the one that
contains the malicious clients. In this version of the mechanism, the server will simply label the
smaller cluster as the one containing the malicious clients. This is justified by assuming that
pm < 0.5, i.e. less than half of the clients in the system are malicious. If this assumption cannot
be made, additional spot-checking has to reveal which cluster of the two contains the malicious
clients.
More formally, the mechanism works as follows:
{a,b}

1. For each pair of clients {a, b} initialize #1

{a,b}

and #2

to 0.

2. For each of n workunits do:
(a) Delegate the workunit to 2m − 1 clients randomly selected from the population.
(b) Perform majority voting on their results.
(c) For each pair
of nodes
( {a,b}
#1
+1
{a,b}
#1
:=
{a,b}
#
( 1{a,b}
#2
+1
{a,b}
#2
:=
{a,b}
#2

{a, b} in this voting, update their coincidence counters:
if {a, b} ⊆ 5 ∨ {a, b} ⊆ 4
else
if {a, b} 6⊆ 5 ∧ {a, b} 6⊆ 4
else

3. Build a graph G and cluster it:
(a) For each pair of clients {a, b} in the population, calculate the expected coincidence
probability p̂a⇔b =

{a,b}
#1
+1
{a,b}
{a,b}
#1
+#2
+2

.

(b) Build an undirected weighted graph G = (V, E):
i. add each client in the population to the set of vertices V ,
ii. for every two vertices {a, b} ∈ V add an edge ea,b to the set of edges E,
iii. give each edge ea,b the weight 1 − p̂a⇔b .
(c) Cluster graph G using the edge weights as distance-metric and some clusteringcriterion (e.g. modularity)5 .
4. Label the smaller cluster with “malicious clients” and the other cluster with “honest
clients”. If both clusters are equally large, repeat the procedure with additional observations.

5.2

Discussion

After n delegations no observations may have been made for certain pairs of clients. Depending
on the number of delegated workunits n and the redundancy parameter m the probability for
this to happen varies. For a fixed value of m a good value of n has to be determined in practice.
Also, the choice of the clustering-criterion might have a strong impact on the accuracy of the
graph clustering. Which n brings reasonable results, and which clustering-criterion works well,
will be subject to future work.
A graph clustering of G might return only one cluster or more than two clusters. In the first
case, the server can assume that there are no malicious clients or only malicious clients. In the
second case, the server can assume one of the following three causes:
• There are not enough observations to produce a meaningful clustering, or
5

This is subject to future work.
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• there are several partly independent groups of colluding clients, or
• the colluding clients behave more clever than those examined in this work (see Sect. 2).

6

Conclusion & Future Work

We presented a mechanism for grid systems that tries to identify colluding clients on the basis of
correlated outcomes in votings. We showed theoretically that correlated outcomes of two clients
provides evidence about the two clients being both colluders or both honest in most cases. Using
this information, the mechanism aims at detecting more sophisticated colluders which could not
be detected before [14]. Although theoretically justified, the practicability and the accuracy of
the mechanism are still to be proven through simulation which is subject to future work.
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A

Computation of minority and coincidence probabilities

In this appendix we show how to compute minority and coincidence probabilities for the collusion
models described in Sect. 2. Basically, the probabilities are calculated by summing up the
probabilities of all possible and mutually exclusive outcomes for a voting in which the considered
clients are involved.
For consistency reasons we will use the counter i always to denote the number of additional
malicious clients and counter j to denote the number of additional honest clients (additional
to the one/two client(s) we are looking at). Please see table 4 for all abbreviations used in the
formulas.

A.1
A.1.1

Minority probabilities
Case 1: Unconditional Collusion

For the following we assume that all malicious clients are unconditional colluders.
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m
pm
pf
pi
pc
pb
I
C
M
B
5
4

Table 4: Notations for minority and coincidence probabilities
redundancy parameter (m > 1): the same workunit is requested 2m − 1 times.
the fraction of clients in the population that behave maliciously.
the failure probability of a honest client.
the probability to select a honest client that returns an incorrect result:
pi = (1 − pm ) ∗ pf .
the probability to select a honest client that returns a correct result:
pc = (1 − pm ) ∗ (1 − pf ).
the probability with which a camouflage colluder mixes malicious with honest behavior.
the set of honest clients in a voting that have returned an incorrect result.
the set of honest clients in a voting that have returned a correct result.
the set of malicious clients in a voting.
the set of camouflage colluders in a voting that behave honestly.
the set of clients that form the majority of a voting.
the set of clients that form the minority of a voting.

Malicious client in a minority A single unconditional colluder a is in the minority of a
voting if there is no majority (6) or if there are at least as many honest&correct clients than
colluders (7). Given a ∈ M , P (a ∈ 4) can be calculated as follows:
P (a ∈ 4) =P (|C| = 0, |M | = 1) + P (|C| ≥ |M |),
2m−2

P (|C| = 0, |M | = 1) =P (|I| = 2m − 2) = pi
,




m−2
2m−2−i
X 2m − 2
X
2m − 2 − i
i
P (|C| ≥ |M |) =
pm
pc j pi 2m−2−i−j .
i
j
i=0

(5)
(6)
(7)

j=i+1

Honest client in a minority A single honest client is in the minority if it returns an incorrect
result (8), or it returns a correct result (9) and either there is no majority (11) or there are at
least as many malicious clients as honest&correct clients in the voting (12). Given a ∈ I ∪ C,
P (a ∈ 4) can be calculated as:
P (a ∈ 4) =pf ∗ P (a ∈ 4|a ∈ I)

(8)

+ (1 − pf ) ∗ P (a ∈ 4|a ∈ C) ,

(9)

P (a ∈ 4|a ∈ I) =1 ,

(10)

P (a ∈ 4|a ∈ C) =P (|C| = 1, |M | = 0|a ∈ C)

(11)

+ P (|C| ≤ |M | |a ∈ C),

(12)

P (|C| = 1, |M | = 0|a ∈ C) =pi 2m−2
P (|C| ≤ |M | |a ∈ C) =
2m−2
X
i=0

A.1.2

(13)



2m − 2
pm i
i

min(i−1,2m−2−i) 
X
j=0

(14)

2m − 2 − i
pc j pi 2m−2−i−j . (15)
j

Case 2: Conditional Collusion

For the following we assume that all malicious clients are conditional colluders.
Malicious client in a minority A conditional colluder a is always in the majority, except
there is no majority which is only the case if there are, apart from a, only honest&incorrect
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clients in a voting (16). Given a ∈ M , then:
P (a ∈ 4) = P (|C| = 0, |M | = 1) = pi 2m−2 .

(16)

Honest client in a minority A honest client a is in a minority if it returns an incorrect
result (17), or it returns a correct result (18) and either there is no majority (20) or there are at
least m colluders in the voting (21) (otherwise colluders return correct results). Given a ∈ I ∪ C,
we can calculate the minority probability as follows:
P (a ∈ 4) =pf ∗ P (a ∈ 4|a ∈ I)
+ (1 − pf ) ∗ P (a ∈ 4|a ∈ C) ,

(17)
(18)

P (a ∈ 4|a ∈ I) =1 ,

(19)

P (a ∈ 4|a ∈ C) =P (|C| = 1, |M | = 0|a ∈ C)

(20)

+ P (|M | ≥ m|a ∈ C)
2m−2
X 2m − 2
=pi 2m−2 +
pm i (1 − pm )2m−2−i .
i

(21)
(22)

i=m

A.2

Coincidence probabilities

The coincidence probability for a pair of clients {a, b} tells us how probable it is that, given a and
b are involved in a voting, both are together in the minority or both are together in the majority.
As these two events are mutually exclusive, we can add their probabilities of occurrence:
pa⇔b := P ({a, b} ⊆ 4 ∨ {a, b} ⊆ 5) =P ({a, b} ⊆ 4) + P ({a, b} ⊆ 5) .

(23)

In the following we show for each collusion model (unconditional/conditional/unconditional
camouflage/conditional camouflage) and each possible setting (malicious&malicious/honest&honest/honest&malicious) how to calculate P ({a, b} ⊆ 4) and P ({a, b} ⊆ 5). We will use the
notations from Table 5 to denote the different coincidence probabilities. For the camouflage
cases we use uc for unconditional camouflage instead of u as superscript and cc for conditional
camouflage instead of c.

probability
pu,mm
a⇔b
pu,hh
a⇔b
pu,hm
a⇔b
pc,mm
a⇔b
pc,hh
a⇔b
pc,hm
a⇔b

A.2.1

Table 5: Abbreviations for coincidence probabilities
collusion model
considered clients
unconditional collusion two malicious clients
unconditional collusion two honest clients
unconditional collusion one honest and one malicious client
conditional collusion
two malicious clients
conditional collusion
two honest clients
conditional collusion
one honest and one malicious client

Case 1: Unconditional collusion

For the following we assume that all malicious clients are unconditional colluders.
Two malicious clients coincide Two unconditional colluders always return the same incorrect answer, so they are always either both in the majority or both in the minority of a voting.
So, given {a, b} ⊆ M , the coincidence probability for two malicious clients is 1:
pu,mm
a⇔b = 1 .
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(24)

Two honest clients coincide To calculate the probability that two honest clients are together
in the minority we make a case differentiation for the cases that both (25), none (30) or exactly
one of them returns an incorrect result (27 and 29). In the latter case we have to additionally
be aware of the special cases (again mutually exclusive) that there is no majority in the voting
(26 and 28). The parameter k in the auxiliary function P1 (k) in (43) stands for the number of
honest clients already certain. Given {a, b} ⊆ I ∪ C, then:
P ({a, b} ⊆ 4) =P ({a, b} ⊆ I)

(25)

+ P (a ∈ I, b ∈ C, |C| = 1, |M | = 0)

(26)

+ P (a ∈ I, b ∈ C, |C| ≤ |M |)
| {z }

(27)

+ P (a ∈ C, b ∈ I, |C| = 1, |M | = 0)

(28)

+ P (a ∈ C, b ∈ I, |C| ≤ |M |)
| {z }

(29)

+ P ({a, b} ⊆ C, |C| ≤ |M |)
| {z }

(30)

⇒b∈4

⇒a∈4

⇒{a,b}⊆4

=P ({a, b} ⊆ I)

(31)

+ 2 ∗ P (a ∈ I, b ∈ C, |C| ≤ |M |)

(32)

+ 2 ∗ P (a ∈ I, b ∈ C, |C| = 1, |M | = 0)

(33)

+ P ({a, b} ⊆ C, |C| ≤ |M |)

(34)

=P ({a, b} ⊆ I)

(35)

+ 2 ∗ P (a ∈ I, b ∈ C) P (|C| ≤ |M | |a ∈ I, b ∈ C)
|
{z
}

(36)

+ 2 ∗ P (a ∈ I, b ∈ C) ∗ P (|C| = 1, |M | = 0|a ∈ I, b ∈ C)

(37)

+ P ({a, b} ⊆ C) P (|C| ≤ |M | |{a, b} ∈ C)
|
{z
}

(38)

=P1 (1)

=P1 (2)

=pf

2

(39)

+ 2 ∗ (pf (1 − pf )) ∗ P1 (1)
+ 2 ∗ (pf (1 − pf )) ∗ pi

2m−3

2

+ (1 − pf ) ∗ P1 (2) ,

P1 (k) :=

2m−3
X 
i=k



min(2m−3−i,i−k) 
X
2m − 3
2m − 3 − i
i
pm ∗
pc j pi 2m−3−i−j .
i
j

(40)
(41)
(42)

(43)

j=0

Two honest clients can only be together in the majority of a voting, if they both return
correct results and there are more honest&correct clients than colluders:
P ({a, b} ⊆ 5) =P ({a, b} ⊆ C, |C| > |M |)

(44)

=P ({a, b} ⊆ C) ∗ P (|C| > |M | |{a, b} ⊆ C)
(45)


m−1
2m−3−i
X 2m − 3
X
2m − 3 − i
=(1 − pf )2 ∗
pm i
pc j pi 2m−3−i−j . (46)
i
j
i=0

j=max(i−1,0)
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Pair of honest & malicious client coincide In case of one honest client a and one malicious
client b, we need to differentiate again the cases that a returns a correct result (48) and a returns
an incorrect result (47). And again, for the latter we need to care for the special case that there
is no majority (49). Given a ∈ I ∪ C, b ∈ M , then:

P ({a, b} ⊆ 4) = P (a ∈ I, |C| ≥ |M |)
|
{z
}

(47)

=P2

+ P (a ∈ C, |C| ≤ |M |, |C| ≥ |M |)
{z
} | {z }
|
⇒a∈4

|

⇒b∈4

{z

=P (a∈C,|C|=|M |)=P3

}

+ P (a ∈ I, |C| = 0, |M | = 1) ,
m−2
2m−3−i
X 2m − 3
X 2m − 3 − i
i
P2 :=pf ∗
pm
pc j pi 2m−3−i−j ,
i
j
i=0

P3 :=(1 − pf ) ∗

(48)

(49)
(50)

j=i+1

m−2
X
k=0



2m − 3 2m − 3 − k
pm k pc k pi 2m−3−2k ,
k
k

P (a ∈ I, |C| = 0, |M | = 1) = pf ∗ pi 2m−3 .

(51)
(52)

An unconditional colluder is never together with a honest client in the majority because they
always return different results. So we simply have:

P ({a, b} ⊆ 5) = 0 .

A.2.2

(53)

Case 2: Conditional collusion

For the following we assume that all malicious clients are conditional colluders.

Two malicious clients coincide Two conditional colluders return always the same result.
Given {a, b} ⊆ M we have:

pc,mm
a⇔b = 1 .

(54)

Two honest clients coincide Similar as in the case of unconditional collusion we must
differentiate the cases where both (55), none (60) or one (57 and 59) of the honest clients
returns an incorrect result. In the latter case again we must account for the special cases that
there is no majority (56 and 58). Given {a, b} ⊆ I ∪ C, we have:
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P ({a, b} ⊆ 4) =P ({a, b} ⊆ I)

(55)

+ P (a ∈ I, b ∈ C, |C| = 1, |M | = 0)

(56)

+ P (a ∈ I, b ∈ C, |I| + |C| < |M |)
|
{z
}

(57)

+ P (a ∈ C, b ∈ I, |C| = 1, |M | = 0)

(58)

+ P (a ∈ C, b ∈ I, |I| + |C| < |M |)
|
{z
}

(59)

+ P ({a, b} ⊆ C, |I| + |C| < |M |)
|
{z
}

(60)

⇒b∈4

⇒a∈4

⇒{a,b}∈4

=P ({a, b} ⊆ I)

(61)

+ 2 ∗ P (a ∈ I, b ∈ C, |C| = 1, |M | = 0)

(62)

+ P ({a, b} 6⊆ I, |I| + |C| < |M |)

(63)

=pf

2

(64)

+ 2 ∗ (pf (1 − pf )) ∗ pi 2m−3
2m−3
X 2m − 3
2
+ (1 − pf )
pm i (1 − pm )2m−3−i .
i

(65)
(66)

i=m

The two honest clients are together in the majority iff they both return the correct result
and there are no more than m − 1 colluders, i.e. |I| + |C| ≥ |M |:

P ({a, b} ⊆ 5) =P ({a, b} ⊆ C, |I| + |C| ≥ |M |)
m−1
X 2m − 3
=(1 − pf )2
pm i (1 − pm )2m−3−i .
i

(67)
(68)

i=0

Pair of honest & malicious client coincide A honest and a conditional malicious client
are together in the minority iff there is no majority. Given a ∈ I ∪ C, b ∈ M we have:

P ({a, b} ⊆ 4) =P (a ∈ I, |C| = 0, |M | = 1) + P (a ∈ C, |C| = 0)
{z
}
|

(69)

=0

=pf ∗ pi 2m−3 .

(70)

A honest and a conditional malicious client are together in the majority iff the honest client
returns the correct answer and there are no more than m − 1 colluders (because then they return
the correct answer of the honest clients).

P ({a, b} ⊆ 5) =P (a ∈ C, |I| + |C| ≥ |M |)
=P (a ∈ C) ∗ P (|I| + |C| ≥ |M | |a ∈ C)
m−2
X 2m − 3
=(1 − pf ) ∗
pm i (1 − pm )2m−3−i .
i
i=0
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(71)
(72)
(73)

A.2.3

Case 3: Unconditional camouflage colluders

For the following assume that all malicious clients are unconditional camouflage colluders characterized by probability pb to behave maliciously.
If there are several malicious clients in a pool they decide individually whether they behave
honestly or try to collude. So having a proportion of pm malicious clients in the system that
decide to behave maliciously with probability pw , the probability to pick a malicious client that
behaves maliciously is pm ∗ pb . The malicious clients that behave honestly can be treated in
the calculations as if they were honest clients, i.e. the probability to pick a honest client is
1 − pm ∗ pb . The probabilities pi and pc are updated accordingly. The coincidence probabilities
for unconditional camouflage colluders can be expressed easily by using the formulas from Sect.
A.2.1. The formulas are abbreviated as shown in Table 5. In all these formulas the updated pm ,
pi and pc have to be used. Let B denote the set of malicious clients in a voting that decide to
behave honestly.
Two malicious clients coincide Two malicious clients individually decide whether they
collude. Therefore we have to make the case distinction that both (74), none (75) or one of
them (76) decides to collude. Given {a, b} ⊆ M we have:
=P ({a, b} ⊆ M r B) ∗ pu,mm
puc,mm
a⇔b
a⇔b
+ P ({a, b} ⊆ B) ∗

(74)

pu,hh
a⇔b

(75)

+ 2 ∗ P (|{a, b} ∩ B| = 1) ∗

pu,hm
a⇔b

=pb 2 ∗ pu,mm
a⇔b
2

+ (1 − pb ) ∗

(76)
(77)

pu,hh
a⇔b

+ 2 ∗ pb ∗ (1 − pb ) ∗

(78)
pu,hm
a⇔b

.

(79)

Two honest clients coincide In this case we can use the same formula as in the unconditional
case without camouflage behavior. We only need to use the updated probabilities pm , pi and
pc . Given {a, b} ⊆ I ∪ C, then:
u,hh
puc,hh
a⇔b = pa⇔b .

(80)

Pair of honest & malicious client coincide As in the case of two camouflage colluders we
need a case distinction, but here only for the one colluder, i.e. whether he decides to collude
(81) or not (82). Given a ∈ I ∪ C, b ∈ M :
u,hm
puc,hm
a⇔b =P (b ∈ M r B) ∗ pa⇔b

+ P (b ∈ B) ∗
= pb ∗
A.2.4

pu,hm
a⇔b

(81)

pu,hh
a⇔b

+ (1 − pb ) ∗

(82)
pu,hh
a⇔b

.

(83)

Case 4: Conditional camouflage colluders

For the following assume that all malicious clients are unconditional camouflage colluders characterized by probability pb to behave maliciously. If there are several malicious clients in a pool
they decide together with probability pb whether they all behave honestly or collude conditionally. So, you can think that the malicious nodes decide in advance of a voting whether they will
behave as conditional colluders or as honest clients. Let B again denote the set of malicious
clients in a voting that decide to behave honestly; here we have B = M ∨ |B| = 0.
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The coincidence probabilities for conditional camouflage colluders can be expressed easily by
using the formulas from Sect. A.2.2. The formulas are abbreviated as shown in Table 5. In all
these formulas the updated pm , pi and pc have to be used (see Sect. A.2.3).
Two malicious clients coincide If the malicious clients decide to collude we have the case
of conditional collusion with at least two malicious clients in the voting (84). Otherwise we
have only honestly behaving clients in the voting (85). For the latter case we can again add the
probabilities of the different cases: both fail/both don’t fail/one fails, the other one does not
fail and also all other clients in the voting fail (86). Given {a, b} ⊆ M we have:
c,mm
pcc,mm
a⇔b =pb ∗ pa⇔b

(84)

+ (1 − pb ) ∗ P (a ∈ 4 ⇔ b ∈ 4 | |B| = |M |) ,

(85)

P (a ∈ 4 ⇔ b ∈ 4| |B| = |M |) = pf 2 + (1 − pf )2 + pf (1 − pf )pf 2m−3 .

(86)
(87)

Two honest clients coincide With probability pb the colluders decide to collude (if there
are colluders in the voting involved) and we simply have the case pc,hh
a⇔b (88). Otherwise we have
the case (86) from above. Given {a, b} ⊆ I ∪ C, then:
c,hh
pcc,hh
a⇔b =pb ∗ pa⇔b

(88)

+ (1 − pb ) ∗ P (a ∈ 4 ⇔ b ∈ 4 | |B| = |M |) .

(89)

Pair of honest & malicious client coincide If there are no colluders involved in the voting,
or there are colluders involved and they actually decide to behave as colluders we have the case
pc,hm
a⇔b (90). Otherwise we have the case (86) from above. Given a ∈ I ∪ C, b ∈ M :
c,hm
pcc,hm
a⇔b =pb ∗ pa⇔b

(90)

+ (1 − pb ) ∗ P (a ∈ 4 ⇔ b ∈ 4 | |B| = |M |) .
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(91)

